The Downs and Ups of Being an ACCU
Member
Chris Oldwood reflects on what the ACCU’s ever done for him.

I

joined the ACCU about 6 years ago. At the time I was working at one
of the large investment banks and was mourning the recent loss of the
C/C++ Users Journal on the company’s chat system. I much prefer
paper based journals and, what with the demise of C++ Report and
Windows Developer Journal in previous years too, my rucksack was
getting lighter on my daily commute. Naturally the channel I posted on was
about C/C++ and it was suggested that I take a look
at the ACCU. Little did I know there was also a
dedicated ACCU channel on that chat system too…

and C++’ for the last 10 years I actually didn’t own any of the fundamental
C++ texts, such as Stroustrup or Josuttis, instead favouring the Essential
and Exceptional book series as a paper form of Lint.
And then I started going to the monthly ACCU London meetings and
tagging along to the lunches. There I got to put faces to some of the names
in the chat window and meet some of the other members that had graced
the pages of the journals I had started reading. Up
to that point most of the articles and books I had
read were written by US based authors, but now I
was starting to come face-to-face with these
people. That was scary, and yet obviously cool at
the same time. What started to become apparent
was that maybe I didn’t know quite as much as
perhaps I thought I did. One particular conversation stands out as a
watershed moment.

maybe I didn’t know
quite as much as
perhaps I thought I did

If someone had asked me in an interview, before
joining the ACCU, how I rated myself as a
programmer, out of ten, I’d probably have gone for
a 7. I got a good start to my professional career
working with smart people and in a culture where continuous learning was
promoted. Various journals were circulated, as were books like Code
Complete and Writing Solid Code. After leaving the company to go
freelance I quickly realised I missed the journals and books and so took
out my own subscriptions and started to build up my own library.
By the time I had joined the ACCU I felt pretty confident that I knew what
I was doing. I had worked with plenty of people and at a few different
organisations so felt I could gauge roughly where I sat on this hypothetical
‘programmer scale’. My focus had always been on learning the technology
as that what was interested me most – my bookshelf was mostly filled with
the collective works of Jeffrey Richter. Although I had been ‘doing OO

I had just been to see Paul Grenyer do his ‘Boiler Plating Database
Resource Cleanup’ talk for ACCU London. As was the natural order of
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Help! (continued)
The same applies to the <keywords> section of this file: make sure all
the keyword references exist and are valid; the same applies to the TOC
on file index.html.

Registering html files
At the end of the qhp file, make sure all the html files contained in this
project are correctly listed, in order to be registered by the compiler. In this
project:
<files>
<file>index.htm</file>
<file>user_guide_30_12_2011.html</file>
</files>

All the files used in the help project must be included in the <file> tag:
this includes all the image files (jpg, png, etc)!

Conclusions
Overall I think the Qt Help framework presents an easy solution that makes
the creation of help a less tedious task. The separation between the help
and the application makes it possible:


to develop and test the help, without having the source code of the
application.



to implement the help without having any knowledge of
programming (although a basic knowledge of markups, such as
XML and HTML would be nice!).
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However, we do not want the help to be completely separated from the
application. In fact, there is a part of the help that is linked closely to the
application: what we call context sensitive help. This part requires
implementing calls to the help engine on the code, and I thought I would
leave it to another article.
Finally, as a ‘goodie’ for using Qt, the help is also completely portable
across platforms.

See you soon
See you soon with more articles about the Qt framework. You can email
me to suggest specific parts of Qt you would like to see covered, or to beg
me to stop writing more articles! 

References and notes
[1] Doxygen. Doxygen, http://www.stack.nl/dimitri/doxygen/
[2] wikipedia. winhelp, https://en.wikipedia.org/wiki/WinHelp
[3] Innovasys. HelpStudio Lite, http://www.innovasys.com/products/
hslite/overview.aspx?cpid=vssdk
[4] Digia. Qt, http://qt.digia.com/
[5] Digia. Qt Help, http://doc.qt.digia.com/4.6-snapshot/qthelpframework.html
[6] Note that when generating a new help file (qch), this file must not be
opened on the Assistant, otherwise you will get a permission error!
To avoid this, close the assistant whenever you re-generate the help.
When you open it again, you don’t need to remove and add the qch
again, since it will automatically update the contents to their latest
version.
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The Art of Software Development
Pete Goodliffe illustrates development practices.
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In the Tool Box # 1

In the Tool Box – Introduction
Chris Oldwood introduces a column
about his weapons of choice.

F

or many programmers their bread and butter involves slaving over

code written in a general purpose language, such as C++, C# or Java.
These all require a text editor for modifying the program source code
and a compiler for turning that into something the machine can actually
use. Those working in the realm of the dynamic languages have a similar
toolset, albeit with an interpreter or JIT compiler to turn their masterpiece
into boring old machine code.
And for some this is where it ends too. The
testing, deployment, documentation and
project management fairies all take over now
to finish off those other menial tasks. After all,
the hard work’s been done, right?

Getting from ‘problem
discovered’ to ‘fix
deployed’ could well see
the use of a tool chest that
would make an electrician
feel under-equipped

As the software systems we are trying to create
get more and more complex, so does the
number and type of tools we need to use to get
the job done. In some big corporations there
are teams dedicated to testing and deployment,
but that still leaves an awful lot that we need
to cover ourselves. In the smaller shops you’ve
got all that along with painting your office once in a while too.

We should always strive to use ‘the right tool for the job’, but that doesn’t
mean that we have to buy an all-singing, all-dancing bug tracking system
if our development practices ensure that our bug count remains low – a
spreadsheet may well be ‘the right tool’. At least, it might for now. Later,
if the spreadsheet becomes unwieldy (hopefully due to a high demand for
more useful features, not bugs) we can investigate alternatives then.
The problems we need to solve outside of our core code-writing activity
are often varied. After the text editor (nay, IDE) and compiler (which is
often chosen for us) the Version Control System probably comes next in
the list as we need to manage our code-lines as we checkout, commit,
branch, merge and spelunk on a regular basis. From there it’s a short hop
to the Continuous Integration server that automates a set of build scripts
and ad-hoc tools that even Heath Robinson would be proud of. Deployment
is probably a similar affair. Even if ‘all’ you turn out is an .MSI something
has to produce that, and you’ll need to track your builds and symbols
somewhere just in case a bug shows up in the field.
Oh, yes, and there is testing too. Unit testing forms the basis of many
teams’ testing strategy, with integration and system scale testing thrown
in for good measure. Once you reach the outer layers of the system there
are a plethora of tools to help with those really gnarly problems, like testing
UI’s and web services. Although you will probably strive to create
automated tests where possible, there is still a place for manual testing and
that must involve some sort of tooling too, even though you might not think
of it that way.
If your product is a system composed of many moving parts, such as for
batch processing or a service, you’ve also got the support and monitoring
sides to consider. The distinction between an ‘operator’ and ‘developer’
are so blurred now that you might have to do a spot of log trawling and
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live debugging followed by the creation of a patch that needs to be rolled
out post-haste. Getting from ‘problem discovered’ to ‘fix deployed’ could
well see the use of a tool chest that would make an electrician feel underequipped. If it’s really serious there might be some major ‘glue’ required
to hold the system together until the correct action can be implemented,
tested and rolled-out.
And that’s what this column wants to be about
– how people solve the problems that allow us
to do the other thing we actually think we’re
being paid to do. Any discussion of text editors
is clearly out of scope on the basis that it’s only
mildly less contentious than discussing tabs
and spaces. Similarly it’s not an excuse to rope
in 3rd parties to write some ‘Advertorials’
either. It’s a chance for jobbing programmers
to open up their own tool boxes and let the C
Vu readership know what kinds of cool stuff
they have in there and how they use it.

The good thing about metaphorical tool boxes
is that they are TARDIS like in nature and so can contain everything from
the svelte and simple TR through to the powerful and mind-bending GIT.
Yes, we can all read the manual on how TR and GIT might be used, but
what’s more important is how do you use it? Why do you use it? What are
some of the trade-offs that caused you to choose, say, the monkey wrench
over the spanner? The aim is to try and convert some of that Unconscious
Incompetence into Conscious Incompetence [1], or better yet into
Conscious Competence by exposing new tools, or just reminding some of
us about the old ones that are collecting dust because we’ve forgotten about
them. Better yet how have you managed to make up for the shortfall in one
tool’s feature set by using another?
Clearly the classic UNIX commands such as SED and AWK provide a
huge source of inspiration, but I’m also hoping we can look further afield
to the less obvious. For instance, have you ever treated .csv files and Excel
spreadsheets as database tables to aid in testing? Or, how do you generate
a unique build number? What about the kinds of information you put on
a dashboard for your support team?
Sadly the one-way communication of these pages will likely only whet
your appetite and so you’ll need somewhere else to go to delve into the
finer points of how, what, why, when and where. For that there is always
‘accu-general’ – the virtual coffee shop come mailing list that never
actually serves coffee, but is frequented by craftsmen of the programming
trade who are always all too eager to share their opinions.
So, pop open that tool box have a rummage around and see what interesting
stuff you can find. 

References
[1] http://chrisoldwood.blogspot.co.uk/2010/04/turning-unconsciousincompetence-to.html
If you read something in C Vu that you
particularly enjoyed, you disagreed with or
that has just made you think, why not put pen
to paper (or finger to keyboard) and tell us
about it?

Impact of Semantic Association on
Information Recall Performance
Derek Jones concludes his analysis from the latest
ACCU Conference experiment.

T

his is the second of a two part article describing an experiment carried
out during the 2012 ACCU conference; the first part was published
in the last issue of C Vu.[8] This second part discusses the results from
the linear relationship question that subjects answered. The experiment is
derived from and takes account of results from previous ACCU conference
experiments; in particular it closely replicates one performed in the 2004
ACCU experiment.[5]

avoided if possible. The ability to make use of relative dominance
information (perhaps obtained when watching the interaction between
other members of a social group) may reduce the need for aggressive
behavior during an encounter between two members of the same group
who have not yet established their relative dominance through a face to
face encounter (i.e., the member most likely to lose is able to deduce this
outcome and behave in a subservient fashion).

To recap the description of the experiment given in the first article: subjects
first saw two, unnested, if statements and were asked to remember the
names of the variables and operators appearing in the control expressions.
This information had to be recalled after they had analysed a nested ifstatement having the following form (the results of the remember/recall
question were covered in part 1):

A study of Pinyon Jays (a social species of birds) and Scrub Jays (a nonsocial species) by Pazymino[11] found that individual birds from the social
species appeared to make use of relational information to work out their
relative dominance while birds from the non-social species did not.

if ((e > a) && (u < a))
if (u > e)
.............
else
.............

Subjects were asked to indicate which arm of the nested if-statement they
thought would be executed, should the conditional expression in the first
if-statement be true; some questions did not have a unique answer, i.e.,
the first conditional expression did not sufficiently constrain the values of
the two variables in the second conditional expression that it was possible
to unconditionally deduce whether the expression was true/false.
The analysis of subject responses to these questions is the subject of this
article.
The relative order of the three variables was randomly chosen for each
problem presented (the same identifiers a, e and u, were always used).

The hypothesis
Studies that have investigated some of the kinds of relational reasoning that
people encounter in everyday life have found patterns in subjects’
performance, e.g., the accuracy of answers has depended on how the
original relationships were specified (see below). The hypothesis tested by
this part of the ACCU 2012 experiment is that the accuracy of subjects’
(i.e., developers) answers is consistent with the two patterns outlined by
De Soto, London, and Handel [2] described below (also see Table 1).

Relational reasoning
The psychology of deduction uses the terms linear syllogisms or linear
reasoning to describe deduction between statements involving relational
operators. The term usually used to describe a (sub)expression containing
a relational operator, in programming language specifications, is a
relational expression.
Linear syllogisms are part of mathematical logic and the skills associated
with making deductions based on relational information are usually
assumed to be one of the higher cognitive abilities that humans possess.
However, studies have found that a number of animals have the ability to
adapt their behavior to a given situation based on relational knowledge
they have previously acquired. For instance, aggressive behavior between
two animals is sometimes used to determine which one is dominant,
relative to the other; aggression can lead to fighting and injury and is best

Relational reasoning in humans
If some animal brains don’t possess what are considered higher level
cognitive reasoning abilities and yet possess a cognitive mechanism
capable of combining and making use of relational information, it is
possible that humans also possess a similar mechanism (this is not to say
that they don’t have any other high level cognitive systems capable of
performing the same task). A possible consequence of having such a
special purpose, lower level, reasoning mechanism is that it may not handle
all relational expressions in the same way (i.e., it is likely to be optimized
for handling those situations that commonly occur in its owner’s everyday
life). Some of the studies of human linear reasoning have found that
subjects are slower and make more errors when the operands in a sequence
of relational expressions occur in certain orders.
A study by De Soto [2] used a task based on what is known as social
reasoning (using the relations better and worse). Subjects were shown two
premises, involving the names of three people, and a possible conclusion
(e.g., Is Mantle worse than Moskowitz?) and given 10 seconds to answer
“yes”, “no”, or “don’t know”.
Based on the results (see Table 1) the researchers made two observations,
which they called paralogical principles (cases 5 and 6 possess both, while
cases 7 and 8 possess neither):
1. People process orderings more accurately in one direction compared
to others. Subjects gave more correct answers when the ordering
direction was better-to-worse (case 1) than mixed direction (case 2,
3), and were least correct in the direction worse-to-better (case 4).
This suggests that use of the word better should be preferred over
worse (the British National Corpus [9] lists better as appearing 143
times per million words, while worse appears under 10 times per
million words and it is not listed in the top 124,000 most used
words).
2. People end-anchor orderings; that is, they focus on the two extremes
of the ordering. In this study people gave more correct answers
when the premises stated an end term (better or worse) followed by
the middle term, than a middle term followed by an end term.
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